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Objective Machine learning models such as deep neural nets or random forests are now extremely
good for predictive tasks. However, it is still very difficult to assess the uncertainty of their predictions
(see e.g. Guo et al. [2017]). Recently, it has been argued that using ensembles (or model aver-
gaging/aggregation) could be beneficial for uncertainty quantification, in particular for neural nets
[Lakshminarayanan et al., 2017, Fort et al., 2019] and gradient boosting [Brophy and Lowd, 2022].
Studying the efficiency of ensembles for uncertainty quantification leads to the question What does
it mean to be provide good uncertainties? The theory of proper scoring rules (see e.g. Gneiting and
Raftery [2007], Dawid and Musio [2014]) provides a convenient framework for assessing this question. It
is however unclear for which scoring rules ensembling helps, and which scoring rules are more relevant
to look at than other.

The main goal of this internship will be to study the interplay between ensembling and scoring
rules, studying questions such as does it always improve scoring rules to add new members to the
ensemble? can ensembles be trained more efficiently using some specific scoring rules (instead of just
the usual cross-entropy)? can commonly-used scoring rules be improved?

The intership will involve both theory (the candidate should have a strong background in statis-
tics/machine learning) and implementation (prior knownledge of deep learning frameworks like Py-
torch, JAX, or Tensorflow, is a plus). The balance between theory and practice will depend on the
candidate’s skills and will.

This internship will be supervised by Pierre-Alexandre Mattei (Research scientist at Inria, Maasai
team), and will involve collaborations with Damien Garreau (Associate prof. at Université Côte d’Azur,
also a member of Maasai). We have already started working on this project, so the intern will benefit
from our first advances.

Context of the internship The intern will join the Maasai team of Inria Sophia-Antipolis and
Université Côte d’Azur, which is composed of 25 researchers in statistical and machine learning (web:
https://team.inria.fr/maasai/). The team is part of the Institut 3IA Côte d’Azur https://3ia.
univ-cotedazur.eu/, which offers a lot of opportunities (thesis offers, seminars & meetings with PhD
students/postdoc in machine learning).
Duration: 6 months
Salary: approx. 550€ / month
PhD opportunities within the Maasai team may be pursued after the intership, to continue this work.

Contact To apply, please contact Pierre-Alexandre Mattei (pierre-alexandre.mattei@inria.fr).
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